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• Part 1 (연구 분야 소개): 프로그램 분석 및 자동 수정 기술 

• Part 2 (최신 연구 소개) 엄밀한 파이썬 분석을 위한 중간언어 

내용
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Part 1: 프로그램 분석 및 자
동 수정 기술 소개



소프트웨어 오류 문제

• 소프트웨어 오류 = 사회 모든 영역에서 발생

4

자동차항공금융 의료

• 사회경제적 비용 = 2.4조 달러 (미국, 2022)

The Cost of Poor Software Quality in the US:  A 2022 Report. CISQ



연구 비전
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• Q) 어떻게 안전한 소프트웨어를 손쉽게 만들 것인가?

• A) 소프트웨어 오류 자동 검출 및 자동 수정 기술 달성

Code

Correctness 
proved

Program 
Analysis

Bugs
Program 
Repair

Bugs 
repaired

Spec

Spec 
Analysis & 

Repair



프로그램 분석
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4

• 소프트웨어의 실행 성질을 엄밀히 확인하는 기술

• 정적 분석: 실행 전 확인 (요약 해석, 모델 체킹 등)

• 동적 분석: 실행 중 확인 (퍼징, 기호 실행 등)

• 소프트웨어 산업에서 적극적으로 활용되기 시작

Static Program Analysis

Technology for “Software MRI”

I Detect software bugs statically and automatically
I static: by analyzing program text, before run/ship/embed
I automatic: sw is analyzed by sw (“static analyzer”)

I Next-generation software testing technology
I finding bugs early / full automation / all bugs found

I Being widely used in sw industry

code
Safety proved

Bugs found

프로그램 분석

Clang Static  
Analyzer

Program Analysis

Technology for catching bugs or proving correctness of software

Widely used in software industry
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완벽한 프로그램 분석은 불가능

7

완벽한 프로그램 분석은 불가능

5

Alan Turing

• Halting problem: 주어진 프로그램이 항상 종료하는가?

impossible!

• 완벽한 프로그램 분석기 M이 존재한다면 Halting problem이 풀린다.



프로그램 분석 기법

8

프로그램 분석 기법

6

안전

자동 완전



프로그램 분석 기법
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프로그램 분석 기법

6

안전

자동 완전
테스팅 / 퍼징 / 기호실행

(testing / fuzzing / symbolic execution)



프로그램 분석 기법
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프로그램 분석 기법

6

안전

자동 완전

정적 분석
(static analysis)



프로그램 분석 기법
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프로그램 분석 기법

6

안전

자동 완전

프로그램 검증
(program verification)



테스팅 / 퍼징

12

테스팅 / 퍼징 원리

8

error zone

error zone

• 프로그램의 개별 실행 경로들을 일일이 추적

s0

s1
s2
s3



테스팅 / 퍼징

13

테스팅 / 퍼징 원리

9

int double (int v) { 
  return 2*v; 
} 

void testme(int x, int y) { 

  z := double (y);   
   
  if (z==x) {        

          
    if (x>y+10) {     
      Error;        
    }              
  }               
}

2. Probability of the error?
 (assume 0 ≤ x,y ≤ 10,000)

1. Error-triggering test?



기호 실행

14

기호 실행 원리

• 동일한 실행 경로를 가지는 입력들을 한번에 실행

12

error zone

error zone

s0, s4

s1, s5
s2, s6

s3, s7, s8



기호 실행

15

기호 실행 원리

13

int double (int v) { 
  return 2*v; 
} 

void testme(int x, int y) { 

  z := double (y);   
   
  if (z==x) {        

          
    if (x>y+10) {     
      Error;        
    } else {   …}           
  }               
}

x: , y:  
pc: 

α β
true

1

2

3

4

6

1

x: , y: , z:  
pc: 

α β 2β
true2

x: , y: , z:  
pc: 
α β 2β

2β = α3 x: , y: , z:  
pc: 
α β 2β

2β ≠ α6

5

x: , y: , z:  
pc: 

α β 2β
2β = α ∧ α > β + 104 x: , y: , z:  

pc: 
α β 2β

2β = α ∧ α ≤ β + 105



기호 실행 적용 사례
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기호 실행 적용 사례

28

See “Concolic Testing with Adaptively Changing Search Heuristics. FSE 2019” 



정적 분석

17

정적 분석 원리

33

error zone

error zone

• 프로그램 실행을 요약(abstraction)하여 실행



• Dynamic analysis (testing): 459

18

30 × 12 + 11 × 9 = ?

• Static analysis: a variety of answers  

• “integer” 

• “odd integer” 

• “positive integer” 

• “integer between 400 and 500” 

• …

1. Choose abstract 
value (domain)

e ×̂ e +̂ o ×̂ o = o

e ×̂ e = e
e ×̂ o = e
o ×̂ e = e
o ×̂ o = o

e +̂ e = e
e +̂ o = o
o +̂ e = o
o +̂ o = e

2. “Execute” the program with 
abstract values

정적 분석
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void f (int x) { 
 y = x * 12 + 9 * 11; 
 assert (y % 2 == 1); 

}

 (don’t know)⊤
Even

Odd

Odd

• By contrast to testing, static analysis can prove the absence 
of bugs 

정적 분석 장점
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정적 분석 단점

• Instead, static analysis may produce false alarms

void f (int x) { 
 y = x + x; 
 assert (y % 2 == 0); 

}

 (don’t know)⊤

 (don’t know)⊤

false alarm



프로그램 검증
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프로그램 검증

54

• 프로그램과 증명할 성질을 논리식으로 표현

• 논리식의 satisfiability 여부를 판별

Verifier

프로그램

증명할 성질

증명성공!

반례 
(counterexample)

P

� P ^ ¬�SMT(             )

UNSAT

SAT



프로그램 검증
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예제

55

((a ∧ x) ∨ (¬a ∧ ¬x)) ∧ 
((a ∧ y) ∨ (¬a ∧ ¬y)) ∧ 
¬(x == y)

②       SMT solver: unsatisfiable!

int f(bool a) {
  x = 0; y = 0;
  if (a) {
    x = 1;
  }
  if (a) {
    y = 1;
  }
  assert (x == y)
}

Verification Condition:
①



프로그램 검증

23

예제

56

int f(a, b) {
  x = 0; y = 0;
  if (a) {
    x = 1;
  }
  if (b) {
    y = 1;
  }
  assert (x == y)
}

((a ∧ x) ∨ (¬a ∧ ¬x)) ∧ 
((b ∧ y) ∨ (¬b ∧ ¬y)) ∧ 
¬(x == y)

②       SMT solver:
          satisfiable when a=1 and b=0

①
Verification Condition:



프로그램 검증 장단점

24

프로그램 검증 기술의 장단점

59

Example: Bubble Sort

@pre : >
@post : sorted(rv, 0, |rv| � 1)
bool BubbleSort (int a[]) {

int[] a := a0

@L1

2

4
�1  i < |a|
^ partitioned(a, 0, i, i + 1, |a| � 1)
^ sorted(a, i, |a| � 1)

3

5

for (int i := |a| � 1; i > 0; i := i � 1) {

@L2

2

664

1  i < |a| ^ 0  j  i
^ partitioned(a, 0, i, i + 1, |a| � 1)
^ partitioned(a, 0, j � 1, j, j)
^ sorted(a, i, |a| � 1)

3

775

for (int j := 0; j < i; j := j + 1) {
if (a[j] > a[j + 1]) {

int t := a[j];
int a[j] := a[j + 1];
int a[j + 1] := t;

}
}

}
return a;

}

partitioned(a, l1, u1, l2, u2) () 8i, j. l1  i  u1 < l2  j  u2 ! a[i]  a[j].
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Example: Binary Search

It behaves correctly only when l � 0, u < |a|, and a is sorted.

It returns true i↵ the array a contains the value e in the range [l, u].

@pre : 0  l ^ u < |a| ^ sorted(a, l, u)
@post : rv $ 9i.l  i  u ^ a[i] = e
bool BinarySearch (int a[], int l, int u, int e) {
if (l > u) return false;
else {
int m := (l + u) div 2;
if (a[m] = e) return true;
else if (a[m] < e) return BinarySearch (a,m + 1, u, e)
else return BinarySearch (a, l,m � 1, e)

}
}

sorted(a, l, u) () 8i, j.l  i  j  u ! a[i]  a[j]
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Running Example 3: Bubble Sort

bool BubbleSort (int a[]) {
int[] a := a0

for (int i := |a| � 1; i > 0; i := i � 1) {
for (int j := 0; j < i; j := j + 1) {
if (a[j] > a[j + 1]) {
int t := a[j];
int a[j] := a[j + 1];
int a[j + 1] := t;

}
}

}
return a;

}

Hakjoo Oh AAA528 2021 Spring, Lecture 6 June 14, 2021 5 / 55



오류 자동 수정 기술의 필요성

• 개발 생산성은 소프트웨어 산업 경쟁력을 결정하는 주 요인

• 소프트웨어개발에서 가장 생산성이 낮은 단계는 디버깅

• 개발자들이 가장 부담스러워 하는 단계1)

• 개발자들은 전체 시간의 절반을 디버깅에 사용2)

• 상용 소프트웨어 오류를 수정하는데 평균 200일 소요3)

25

1) The art of software testing (3rd edition). 2012
2) Reversible debugging software. University of Cambridge. 2013
3) How long did it take to fix bugs? Mining Software Repositories. 2006
4) Stack overflow developer survey 2025
5) Many SWE-bench-passing PRs would not be merged into main. METR 2026

• AI 에이전트가 생성한 코드에 대한 디버깅 부담은 여전히 존재4, 5)



Linux Kernel 사례

26

in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 

in = malloc(2); 
if (in == NULL) { 

  goto err; 
} 

out = malloc(2); 
if (out == NULL) { 
  free(in); 

  goto err; 
} 
... // use in, out 
err: 
  free(in); 
  free(out); 
  return;

double-free

메모리 할당

메모리 해제

메모리 중복 해제 
(double-free)



in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 

in = malloc(2); 
if (in == NULL) { 
  out = NULL; 
  goto err; 
} 

out = malloc(2); 
if (out == NULL) { 
  free(in); 
  in = NULL; 
  goto err; 
} 
... // use in, out 
err: 
  free(in); 
  free(out); 
  return;

수동 디버깅의 문제 1: 
오류가 제거되었는지 확신하기 어려움

27

Linux Kernel 사례



9개월 후에 다시 오류 수정을 시도

수동 디버깅의 문제 2: 
오류 수정 과정에서 새로운 오류가 발생

memory leak

in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 

in = malloc(2); 
if (in == NULL) { 
  out = NULL; 
  goto err; 
} 
free(out); 
out = malloc(2); 
if (out == NULL) { 
  free(in); 
  in = NULL; 
  goto err; 
} 
... // use in, out 
err: 
  free(in); 
  free(out); 
  return;

28

Linux Kernel 사례



in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 
out = NULL; 
in = malloc(2); 
if (in == NULL) { 
  out = NULL; 
  goto err; 
} 
free(out); 
out = malloc(2); 
if (out == NULL) { 
  free(in); 
  in = NULL; 
  goto err; 
} 
... // use in, out 
err: 
  free(in); 
  free(out); 
  return;

수동 디버깅의 문제 3:  
오류는 제거했지만 코드 품질이 떨어짐

오류 발견에서 수정까지 총 10개월 소요

29

Linux Kernel 사례



오류 자동 수정 및 검증기

30

in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 

in = malloc(2); 
if (in == NULL) { 

  goto err; 
} 
free(out); 
out = malloc(2); 
if (out == NULL) { 
  free(in); 

  goto err; 
} 
... // use in, out 
err: 
  free(in); 
  free(out); 
  return;

오류 자동 
수정 기술

✓개발생산성↑
✓SW품질↑
✓패치 검증

in = malloc(1); 
out = malloc(1); 
... // use in, out 
free(out); 
free(in); 

in = malloc(2); 
if (in == NULL) { 

  goto err; 
} 

out = malloc(2); 
if (out == NULL) { 
  free(in); 

  goto err; 
} 
... // use in, out 
err: 
  free(in); // double-free 
  free(out);// double-free 
  return;



Part 2: 파이썬 프로그램 분석
을 위한 중간언어



• 가장 널리 사용되며 가장 빠르게 성장하고 있는 프로그래밍 언어 

• AI 시대의 표준 프로그래밍 언어: AI가 가장 많이, 가장 잘 쓰는 언어

Python = 현대 SW 생태계의 표준 언어

32

GitHub Octoverse report 2024



파이썬 프로그램 분석 및 검증

33

Program Repair (FSE 2022) Type Error Detection (ASE 2024) Type Inference (ICSE 2026)

Type Error Detection & Repair 
(ICSE 2026 Demo)

Library Migration (FSE 2026)

…

Need for Python IR



• Developing program analysis for Python is challenging. 

(1) Complex: Diverse and complex language features, e.g., 
operator overloading, metaclasses, generators/coroutines. 

(2) Implicit: Even seemingly simple operations can trigger 
intricate dynamic behaviors. 

(3) Informal:  No formal spec. Tool developers must rely on 
incomplete docs or examine the CPython implementation. 

• Consequence: Building a sound and rigorous program 
analysis for Python remains difficult.

Challenge

34



• Consider a simple expression: a + b.

Example

35

Even analyzing a+b involves about a dozen semantic cases

• Call expression f(x,…) behaves differently depending on 
whether f is a function, a callable object, or neither:
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M!": A Formal Intermediate Representation for Python Static Analysis and Verification 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 a + b # B.__radd__(b,a) is called

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [45]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [24]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools PyCG and Pyright fail to correctly
capture that a + b invokes B.__radd__.

Challenges in Python Program Analysis. Analyzing Python is di!cult because much of its
behavior is implicit across various feature categories. Even a seemingly simple operation often
hides surprisingly complex semantics. For instance, consider the expression: a + b. What seems to
be a straightforward addition actually involves the following subtle and implicit mechanisms:

(1) Let A and B denote the types of a and b, respectively. If B is a subclass of A and __radd__ is
de"ned in class B, then Python calls B.__radd__(b, a).

(2) If the above conditions do not hold, or if the call returns NotImplemented, and __add__ is
de"ned in A, then Python calls A.__add__(a, b).

(3) If A.__add__ is unde"ned or returns NotImplemented, __radd__ is de"ned in B, and __radd__
was not tried in step (1), then B.__radd__(b, a) is called (even if B is not a subclass of A).

(4) If __radd__ is unde"ned or returns NotImplemented, a TypeError is raised.
Note that when the two operands have the same type, Python does not try the re#ected method
separately in steps (1) and (3). Furthermore, since methods such as __add__ are not necessarily
functions in Python, call expressions of the form f(x, ...) in the steps above are evaluated
di$erently depending on whether f is a function, a callable object, or neither:

(1) If f is a function, the body of the function is executed.
(2) If f is not a function and it is not a callable object (the type of f does not de"ne __call__),

a TypeError is raised.
(3) If f is not a function but de"nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de"nes __call__, and __call__ is not a function, then __call__(f,
x, ...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de"nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,
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M!": A Formal Intermediate Representation for Python Static Analysis and Verification 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 a + b # B.__radd__(b,a) is called

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [45]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [24]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools PyCG and Pyright fail to correctly
capture that a + b invokes B.__radd__.

Challenges in Python Program Analysis. Analyzing Python is di!cult because much of its
behavior is implicit across various feature categories. Even a seemingly simple operation often
hides surprisingly complex semantics. For instance, consider the expression: a + b. What seems to
be a straightforward addition actually involves the following subtle and implicit mechanisms:

(1) Let A and B denote the types of a and b, respectively. If B is a subclass of A and __radd__ is
de"ned in class B, then Python calls B.__radd__(b, a).

(2) If the above conditions do not hold, or if the call returns NotImplemented, and __add__ is
de"ned in A, then Python calls A.__add__(a, b).

(3) If A.__add__ is unde"ned or returns NotImplemented, __radd__ is de"ned in B, and __radd__
was not tried in step (1), then B.__radd__(b, a) is called (even if B is not a subclass of A).

(4) If __radd__ is unde"ned or returns NotImplemented, a TypeError is raised.
Note that when the two operands have the same type, Python does not try the re#ected method
separately in steps (1) and (3). Furthermore, since methods such as __add__ are not necessarily
functions in Python, call expressions of the form f(x, ...) in the steps above are evaluated
di$erently depending on whether f is a function, a callable object, or neither:

(1) If f is a function, the body of the function is executed.
(2) If f is not a function and it is not a callable object (the type of f does not de"ne __call__),

a TypeError is raised.
(3) If f is not a function but de"nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de"nes __call__, and __call__ is not a function, then __call__(f,
x, ...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de"nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,



• Most, if not all, existing program analysis tools built on top 
of Python AST fail to correctly analyze Python programs. 

• Example 1: Static call graph analyzer (abstract interpreter)

Limitation of Existing Analysis Tools
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M!": A Formal and Minimal Intermediate Representation for Rigorous Python Program Analysis 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 assert (a + b) == b # True

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [36]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [22]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools fail to correctly capture that a + b
invokes B.__radd__, and consequently cannot prove the assertion at line 11.

(3) If f is not a function but de!nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de!nes __call__, and __call__ is not a function, then __call__(x,
...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de!nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,
ambiguous, or internally inconsistent, and ultimately resort to inspecting the CPython implemen-
tation. In addition, Python’s language design is vast, encompassing features such as generators,
coroutines, metaclasses, and dynamic attribute access. Consequently, developing program analysis
tools for Python remains an exceptionally di"cult task that demands substantial e#ort.

Limitations of Existing Analysis Tools. Consequently, existing Python analysis tools [10, 20,
22, 32, 36] struggle to handle the language’s inherent complex and implicit semantics. Consider the
program in Figure 1a. Because B is a subclass of A and de!nes its own radd method (rather than
inheriting it from A), Python prioritizes the re$ected addition (__radd__) in B over the standard
addition (__add__) in A. This re$ection mechanism enables subclasses to intercept and customize
operations involving their parent classes, which is a powerful yet implicit feature that is overlooked
by most existing tools.
For example, state-of-the-art tools such as PyCG [36] and Pyright [22] fail to accurately track

the method calls invoked by the expression a + b, either missing feasible program behaviors or
introducing spurious ones. Figure 1b shows the ground-truth call graph of the program in Figure 1a,
where the main entry (__main__) invokes B.__radd__. By contrast, PyCG, a recent static call-graph
analyzer, produces the call graph in Figure 1c, which omits the edge from the main entry to
A.__radd__. Similarly, Pyright, an industrial static type analysis tool [22], generates the call graph
in Figure 1d, which incorrectly includes A.__add__ while still missing the edge to B.__radd__.

Pyright (Microsoft)
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M!": A Formal and Minimal Intermediate Representation for Rigorous Python Program Analysis 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 assert (a + b) == b # True

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [36]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [22]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools fail to correctly capture that a + b
invokes B.__radd__, and consequently cannot prove the assertion at line 11.

(3) If f is not a function but de!nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de!nes __call__, and __call__ is not a function, then __call__(x,
...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de!nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,
ambiguous, or internally inconsistent, and ultimately resort to inspecting the CPython implemen-
tation. In addition, Python’s language design is vast, encompassing features such as generators,
coroutines, metaclasses, and dynamic attribute access. Consequently, developing program analysis
tools for Python remains an exceptionally di"cult task that demands substantial e#ort.

Limitations of Existing Analysis Tools. Consequently, existing Python analysis tools [10, 20,
22, 32, 36] struggle to handle the language’s inherent complex and implicit semantics. Consider the
program in Figure 1a. Because B is a subclass of A and de!nes its own radd method (rather than
inheriting it from A), Python prioritizes the re$ected addition (__radd__) in B over the standard
addition (__add__) in A. This re$ection mechanism enables subclasses to intercept and customize
operations involving their parent classes, which is a powerful yet implicit feature that is overlooked
by most existing tools.
For example, state-of-the-art tools such as PyCG [36] and Pyright [22] fail to accurately track

the method calls invoked by the expression a + b, either missing feasible program behaviors or
introducing spurious ones. Figure 1b shows the ground-truth call graph of the program in Figure 1a,
where the main entry (__main__) invokes B.__radd__. By contrast, PyCG, a recent static call-graph
analyzer, produces the call graph in Figure 1c, which omits the edge from the main entry to
A.__radd__. Similarly, Pyright, an industrial static type analysis tool [22], generates the call graph
in Figure 1d, which incorrectly includes A.__add__ while still missing the edge to B.__radd__.

Ground-truth
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M!": A Formal and Minimal Intermediate Representation for Rigorous Python Program Analysis 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 assert (a + b) == b # True

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [36]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [22]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools fail to correctly capture that a + b
invokes B.__radd__, and consequently cannot prove the assertion at line 11.

(3) If f is not a function but de!nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de!nes __call__, and __call__ is not a function, then __call__(x,
...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de!nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,
ambiguous, or internally inconsistent, and ultimately resort to inspecting the CPython implemen-
tation. In addition, Python’s language design is vast, encompassing features such as generators,
coroutines, metaclasses, and dynamic attribute access. Consequently, developing program analysis
tools for Python remains an exceptionally di"cult task that demands substantial e#ort.

Limitations of Existing Analysis Tools. Consequently, existing Python analysis tools [10, 20,
22, 32, 36] struggle to handle the language’s inherent complex and implicit semantics. Consider the
program in Figure 1a. Because B is a subclass of A and de!nes its own radd method (rather than
inheriting it from A), Python prioritizes the re$ected addition (__radd__) in B over the standard
addition (__add__) in A. This re$ection mechanism enables subclasses to intercept and customize
operations involving their parent classes, which is a powerful yet implicit feature that is overlooked
by most existing tools.
For example, state-of-the-art tools such as PyCG [36] and Pyright [22] fail to accurately track

the method calls invoked by the expression a + b, either missing feasible program behaviors or
introducing spurious ones. Figure 1b shows the ground-truth call graph of the program in Figure 1a,
where the main entry (__main__) invokes B.__radd__. By contrast, PyCG, a recent static call-graph
analyzer, produces the call graph in Figure 1c, which omits the edge from the main entry to
A.__radd__. Similarly, Pyright, an industrial static type analysis tool [22], generates the call graph
in Figure 1d, which incorrectly includes A.__add__ while still missing the edge to B.__radd__.

PyCG (ICSE 2021*)

* Salis et al. PyCG: Practical Call Graph Generation in Python. ICSE 2021
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M!": A Formal Intermediate Representation for Python Static Analysis and Verification 3

1 class A:
2 def __add__(self, other):
3 return self
4
5 class B(A):
6 def __radd__(self, other):
7 return self
8
9 a = A()

10 b = B()

11 a + b # B.__radd__(b,a) is called

(a) Example program

A.__add__

B.__radd__

__main__

(b) Ground-truth call graph

A.__add__

B.__radd__

__main__

(c) Call graph generated by PyCG [45]

A.__add__

B.__radd__

__main__

(d) Call graph generated by Pyright [24]

Fig. 1. Example program (le!) and its call graphs (right). Existing tools PyCG and Pyright fail to correctly
capture that a + b invokes B.__radd__.

Challenges in Python Program Analysis. Analyzing Python is di!cult because much of its
behavior is implicit across various feature categories. Even a seemingly simple operation often
hides surprisingly complex semantics. For instance, consider the expression: a + b. What seems to
be a straightforward addition actually involves the following subtle and implicit mechanisms:

(1) Let A and B denote the types of a and b, respectively. If B is a subclass of A and __radd__ is
de"ned in class B, then Python calls B.__radd__(b, a).

(2) If the above conditions do not hold, or if the call returns NotImplemented, and __add__ is
de"ned in A, then Python calls A.__add__(a, b).

(3) If A.__add__ is unde"ned or returns NotImplemented, __radd__ is de"ned in B, and __radd__
was not tried in step (1), then B.__radd__(b, a) is called (even if B is not a subclass of A).

(4) If __radd__ is unde"ned or returns NotImplemented, a TypeError is raised.
Note that when the two operands have the same type, Python does not try the re#ected method
separately in steps (1) and (3). Furthermore, since methods such as __add__ are not necessarily
functions in Python, call expressions of the form f(x, ...) in the steps above are evaluated
di$erently depending on whether f is a function, a callable object, or neither:

(1) If f is a function, the body of the function is executed.
(2) If f is not a function and it is not a callable object (the type of f does not de"ne __call__),

a TypeError is raised.
(3) If f is not a function but de"nes __call__, and __call__ is a function, then __call__(f,
x, ...) is evaluated by executing the body of the function.

(4) If f is not a function, de"nes __call__, and __call__ is not a function, then __call__(f,
x, ...) is evaluated recursively by going back to step 2.

Thus, analyzing the expression a + b requires developers to consider more than a dozen distinct
cases. What makes matters worse is that Python lacks a formal de"nition of such semantics—its be-
havior is described only in informal natural language. As a result, rigorous reasoning about Python
code is challenging: developers must navigate extensive documentation that is often incomplete,



• Example 2: Building a deductive verifier on top of Python 
AST is notoriously difficult

Limitation of Existing Analysis Tools
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ambiguous, or internally inconsistent, and ultimately resort to inspecting the CPython implemen-
tation. In addition, Python’s language design is vast, encompassing features such as generators,
coroutines, metaclasses, and dynamic attribute access. Consequently, developing program analysis
tools for Python remains an exceptionally di!cult task that demands substantial e"ort.

Limitations of Existing Python Analysis. In practice, existing Python analysis tools [10, 22,
24, 40, 45] struggle to handle the language’s inherent complex and implicit semantics. Consider the
program in Figure 1a. Because B is a subclass of A and de#nes its own __radd__method (rather than
inheriting it from A), Python prioritizes the re$ected addition (__radd__) in B over the standard
addition (__add__) in A. This re$ection mechanism enables subclasses to intercept and customize
operations involving their parent classes, which is a powerful yet implicit feature that is overlooked
by most existing tools.
For example, state-of-the-art tools such as PyCG [45] and Pyright [24] fail to accurately track

the method calls invoked by the expression a + b, either missing feasible program behaviors or
introducing spurious ones. Figure 1b shows the ground-truth call graph of the program in Figure 1a,
where the main entry (__main__) invokes B.__radd__. By contrast, PyCG, a recent static call-graph
analyzer, produces the call graph in Figure 1c, which omits the edge from the main entry to
B.__radd__. Similarly, Pyright, an industrial static type analysis tool [24], generates the call graph
in Figure 1d, which incorrectly includes A.__add__ while still missing the edge to B.__radd__.

These di!culties are not limited to call-graph construction or type analysis. They become even
more acute for analyses that demand higher rigor, such as deductive program veri#ers, whose
soundness hinges on reasoning about all possible program behaviors: a single incorrectly modeled
behavior can compromise soundness, allowing the veri#er to prove false assertions. For example,
Nagini [7], a state-of-the-art veri#er widely used in practice (e.g., for veri#ed LLM-based code
generation [25, 49]), incorrectly reasons about the following code:

1 a, b = 1, 2

2 b, a = a, b # tuple-unpacking swap

3 assert a == 1 # false, yet proved by Nagini

4 assert a == 2 # true, yet rejected by Nagini

This program uses tuple unpacking: Python #rst evaluates the right-hand side a, b, producing a
tuple of the current values, and only then unpacks that tuple into the targets b, a. The assignment
thus swaps the two values, leaving a as 2 and b as 1, so assert a == 1 must fail. Nagini, however,
fails to capture this behavior and instead treats the assignment as two sequential assignments
b = a; a = b. As a result, both variables become 1, so Nagini unsoundly proves the false assertion
assert a == 1, accepting a program it should reject. The same misinterpretation also makes Nagini
incomplete: it rejects the valid assertion assert a == 2, which holds under Python’s semantics.

Rigorous Python Analysis with M!". M!" is an IR that makes it easier to build rigorous static
analysis and veri#cation tools for Python. Figure 2 shows theM!" program corresponding to the
expression a + b. Unlike Python, which encodes the semantics of + through implicit dynamic
dispatch,M!" makes every step explicit and transparently analyzable—including method lookup,
NotImplemented fallback, and error handling—using a minimal set of language constructs.
By analyzing M!" programs rather than raw Python, analyses can target a small, formal, and

explicit language while preserving the semantic details that existing tools often miss. For example,
when we re-implemented PyCG [45] atopM!" without modifying its underlying algorithm, the
resultingM!"CG precisely reproduced the ground-truth call graph in Figure 1b. Likewise, our deduc-
tive veri#erM!"C#$%&, built atopM!", gets both assertions right: it rejects the false assert a == 1
that Nagini unsoundly proves and accepts the valid assert a == 2 that Nagini wrongly rejects.

VeriPy: Python 정적 검증기
고려대학교 소프트웨어분석연구실 이석호 송도원 오학주

요약
• Python은 가장 대중적인 언어 중 하나로, 고신뢰가 요구되는 분야에 점차 사용되며 안전한 검증기술을 필요로 함

• 하지만 Python의 1) 내재적이고, 2) 복잡한 의미로 인해 정확한 Python 의미론을 모델링하는 작업이 어려움

• MIR 중간표현을 활용하여 Python 코드의 의미를 정확히 드러내고, 이를 바탕으로 엄밀한 Python 검증기를 만들겠음

Python 검증의 필요성

복잡하고, 숨어있어서 헷갈리는 Python 코드의 의미

Python 의미를 명확히 드러내는 중간표현 활용

I. Python의 대중성과 AI분야 강세 II. Python 코드의 품질 우려 

정확한 Python 코드 검증은 필요하다 

I. 선행연구 - Nagini 파이썬 검증기 II. 한계 예제 1 - 배열 동등성 III. 한계 예제 2 - 덧셈 연산 

MIR - 작고 명확한 Python 중간표현

• Python은 가장 대중적으로 사용되는 언어 중 하나임

• 프로그램 검증에 특화된 SMT 기반 중간표현

• Permission Logic 기반

* Viper 중간표현

Python 코드 + 명세

Viper 중간표현

Backend(SMT)

• 생성형 AI의 발전으로 AI 코드 생성 의존도는 빠르게 증가하는 
추세임 (약 38%)

• 결국 AI 모델이 가장 많이, 가장 잘 생성하는 언어는 Python

• Python은 고신뢰, 고성능이 요구되는 분
야에서 점차 사용되고 있음 

• 대표적인 예로 금융, 로보틱스, 수치계산 
등에서 도입되고 있음

• 반면, 대규모로 작성된 Python 코드의 
품질을 보장해줄 수 있는 도구는 충분하지 
않음

분명한 제어흐름

CPython ≠ Nagini !

• 위 코드에서 실행되는 것은 
A.__add__ ? B.__radd__?

기존 검증기들은 Python의 복잡한 의미를 놓친다

Nagini

Python 객체 시스템 반영

• Nagini 는 배열 동등성 검사를 주소비
교로 번역함

• Python 에서는 list.__eq__ 에 따라, 각 
배열의 인덱스별 값이 동등하면 통과

≠

최소한의 구문 참조 기반 환경

초기 결과

Python 코드

 + 명세

Viper

중간표현

1. Soundness & Completeness 2. Scalability

- 올바른 명세 - 잘못된 명세

VeriPy
• MIR 중간표현 기반하여 Python 의미 파악

• 이후 Viper 중간표현으로 번역하여 검증시도

• Python의 헷갈리는 성질들을 활용하는

• 작은 Python 프로그램 25개

• HumanEval 벤치마크를 검증 형태로 바꿈

• 10개 문제 샘플링하여 소요시간 및 결과 측정

• 프로그램마다 올바른/잘못된 명세 추가
하여 검증기가 정확히 분류하는지 확인

Nagini (CAV 2018*) Verification 
Succeededbuggy code

* Marco Eilers and Peter Müller. Nagini: A Static Verifier for Python. CAV 2018



• Our Solution: MIR, a formal, minimal, and explicit IR.  

• Formal: Precise, mathematical reasoning is now possible  

• Minimal: Frees developers from huge implementation burden 

• Explicit: Eliminates subtleties that complicate static reasoning

Goal: Easy and Rigorous Python Analysis
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PyCG

Unsound

Nagini PyCG Nagini

Sound

Python

As-Is To-Be

Python-to-MIR Compiler

Informal, complex, and implicit Formal, minimal, and explicit

MIR

MIR: 파이썬 분석을 위한 형식적인 중간 표현
고려대학교 소프트웨어분석연구실 이석현 임정섭 이석호 오학주

고려대학교 프로그래밍언어연구실 박지혁

2. MIR: 분석에 용이한 중간 표현

파이썬 프로그램

중간 언어 컴파일러

중간 언어 프로그램

해석기 타입 검증

최적화 …

MIR: 분석에 용이한 중간 표현
1.구문의 수가 적고
2.의미가 형식적으로 정의되어 있음

기대 효과: 파이썬을 다루는 것이 쉽고 정확해 짐

설계 선택
1. 분명한 제어 흐름
2. 최소한의 구문
3. 파이썬 객체 시스템
4. 참조 기반 환경
5. 나머지는 컴파일

3. 평가

1. 정확성: 중간 언어가 의미를 정확하게 표현하는지

파이썬 프로그램

중간 언어 프로그램

컴파일러
x |-> 1
y |-> 3
…

x |-> 1
y |-> 3
…

결론: 모든 벤치마크 대해 의미가 같음을 보임

1. 문제: 복잡하고 비직관적인 파이썬의 의미

# r = a + b
r = NotImplemented
if (issubclass(type(b), type(a))

and hasattr(type(b), "__radd__")):
r = type(b).__radd__(b, a)

if (r == NotImplemented
and hasattr(type(a), "__add__")):
r = type(a).__add__(a, b)

if (r == NotImplemented
and hasattr(type(b), "__radd__")):
r = type(b).__radd__(b, a)

if r == NotImplemented:
raise TypeError(...)

파이썬의 어려운 의미 복잡한 의미는 해석을 어렵게 함

PyCG(ICSE’21) 호출 그래프

main
A.__init__

A.__add__

main
A.__init__

A.__add__

정답 호출 그래프

# main.py
class A:

def __init__(self, n):
self.n = n

def __add__(self, other):
self.n = self.n + other
return self

def main():
a = A(1)
assert (a + 2).n == 3

Benchmark Total Applicable† Compiled Executed Correct
MIR bench 266 266 266 266 266

MBPP 974 619 619 619 619
HumanEval 163 116 116 116 116

Total 1,403 1,001 1,001 1,001 1,001
Applicable†: 빌트인 함수에 대한 모델링 부족으로 인해 실행 불가능한 경우

2. 유용성: 중간 언어가 실제 분석에 도움이 되는지

MIRCG PyCG
Benchmark Total Sound Complete Sound Complete

MIRCG bench 100 87 77 15 77
Micro-bench 112 107 106 46 106

Total 212 194 (92%) 183 (86%) 61 (29%) 183 (86%)

Case A. MIRCG – 정적 호출 그래프 생성기 Case B. MIRCHECK – 연역 검증기

main
A.__add__

A.__init__

더 정확한 호출 그래프
main.py

MIRCG

MIRCHECK Nagini
Spec. Type Total Accept Reject Accept Reject

Correct 25 25 0 16 5
Incorrect 25 0 25 4 17

Incorrect-Accept (Unsound): 틀린 명세에 대해 검증에 성공 경우
Correct-Reject (Incomplete): 옳은 명세를 틀리다고 한 경우

더 안전한 보고서
main.py

MIRCHECK

def main():
a = A(1)
assert (a + 2).n == 3
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𝐿 → skip (skip)
| assume(𝑀) (prune / assume)
| alloc(𝑁, 𝑀) (allocation)
| bind(𝑂1, 𝑂2) (binding / aliasing)
| env(𝑁) (environment)
| del(𝑂) (delete reference)
| call(𝑁, 𝑀, 𝑂1, 𝑂2) (function call)

𝑂 → 𝑁 (variable)
| 𝑂[𝑀] (attribute access)

𝑀 → {} (new object)
| 𝑃 | 𝑄 | 𝑅 (literals)
| 𝑆(𝑇,𝑈, 𝑉).(𝑊, 𝑋) (lambda)
| [𝑂1, · · · , 𝑂𝐿] (list literal)
| {𝑁1 : 𝑂1, · · · , 𝑁𝐿 : 𝑂𝐿} (dict literal)
| 𝑂 (l-value)
| ¬𝑀 (logical negation)
| len(𝑀) (size / length)
| 𝑀1 ↑ 𝑀2 (binary operation)

↑ → + | ↓ | = | < | ↔ | in (binary operators)

Fig. 3. Syntax of M!". Instructions (𝐿 ), expressions (𝑀), l-values (𝑂), and operators (↑), where 𝑃, 𝑄, and 𝑅 denote
a boolean, an integer, and a string, respectively, and other symbols (𝑁 , 𝑇, 𝑈 , 𝑉 , and 𝑋) denote identifiers.

Expressions. Expressions (𝑀) are side-e!ect free. They include primitive literals such as booleans
(𝑃), integers (𝑄), and strings (𝑅), as well as compound data constructors such as lists ([𝑂1, . . . , 𝑂𝐿])
and dictionaries ({𝑁1 : 𝑂1, . . . , 𝑁𝐿 : 𝑂𝐿}). Expressions also include object creation ({}), lambdas
(𝑆(𝑇,𝑈, 𝑉).(𝑊, 𝑋)), logical negation (¬𝑀), length (len(𝑀)), arithmetic and comparison operations
(𝑀1 ↑ 𝑀2), as well as the dereference of l-values (𝑂). A lambda expression 𝑆(𝑇,𝑈, 𝑉).(𝑊, 𝑋) carries
three parameters: 𝑇 refers to the positional parameters, 𝑈 the keyword parameters, and 𝑉 the parent
environment. Its body is represented by a control-"ow graph (𝑊), and 𝑋 denotes the return variable.

L-values. L-values (𝑂) denote memory locations, and consist of variables (𝑁) and attribute
accesses (𝑂[𝑀]). Binary operators (↑) include arithmetic operators such as addition and subtraction
(+, ↓), comparison operators (<, =), logical disjunction (↔), and membership tests (in). For brevity,
we omit some operators; the complete set includes ↗, ÷, ↘, and ≃ as well.

3.3 Semantics
Notations. List values are written as ⇐𝑌1, . . . , 𝑌𝐿⇒, where each 𝑌𝑀 denotes a location. Maps—

including objects, dictionaries, and environments—are written as [ 𝑁1 ⇑→ 𝑌1, . . . , 𝑁𝐿 ⇑→ 𝑌𝐿 ], where
each 𝑁𝑀 is a key (e.g., a variable or string) and each 𝑌𝑀 is a location. The empty map is denoted by [ ].
Given a map𝑍, we write [ 𝑁 ⇑→ 𝑎 ]𝑍 for the map obtained by updating𝑍 so that 𝑁 is bound to 𝑎 ,
and𝑍 \ {𝑁} for the map obtained by removing the entry for 𝑁 .

Semantic Domains. The semantic domains of M!" are de#ned in Figure 4. Primitive values
consist of booleans (B), integers (Z), and strings (S). An environment 𝑏 ⇓ Env maps variable names
to memory addresses, and memory 𝑐 ⇓ Memory maps addresses to values. Since environments
are #rst-class citizens in M!", an environment itself can be stored as a value in memory. Lists
𝑑 ⇓ List and maps 𝑒 ⇓ Dict are collections of addresses rather than immediate values. Lists store
the addresses of their elements, while maps associate attribute names with addresses.
In M!", objects 𝑓 ⇓ Obj are mappings from attribute names to addresses, closely mirroring

Python’s highly dynamic object model that supports runtime modi#cation and introspection. This
design allowsM!" to faithfully emulate Python’s behavior, including dynamic attribute addition
and deletion, as well as class reassignment at runtime. We deliberately restrict attribute names
to variable names. Although Python permits arbitrary objects as attribute names, such cases are
exceedingly rare in practice and often lead to runtime errors (e.g., the built-in function dir fails
when encountering non-variable attribute names). By restricting attribute names,M!" signi#cantly
simpli#es the semantics without loss of practical expressiveness.
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Initialization

Inheritance and re!ected addition

BIND %left = a

BIND %right = b

ALLOC %result = NotImplemented

ASSUME %left["__class__"] != %right["__class__"]
ALLOC %args = [%right["__class__"]["__mro__"], %left["__class__"]]

ALLOC %kwargs = {}

CALL %check = tuple["__contains__"]["__call__"](%args, %kwargs)

ASSUME %check

ASSUME "__radd__" in %right["__class__"]

Fig. 2. How “a + b” in Fig. 1a is represented inM!" (excerpted)

Rigorous yet Simple Analysis with M!". M!" is designed to address these challenges. Figure 2
shows the M!" program corresponding to the Python expression a + b. Unlike Python, which
encodes the semantics of + in terms of implicit dynamic dispatch,M!" makes every step explicit
and analyzable—including method lookup, NotImplemented fallback, and error handling—while
using only a minimal set of language constructs.

The resulting program is both simple and transparent, relying solely on core constructs such as
allocations and function calls. By analyzing M!" programs rather than raw Python, tool developers
can therefore avoid the intricacies of Python’s semantics and instead target a small, formal, and
explicit language. This substantially reduces engineering e"ort and enables more rigorous analysis.
For example, when we re-implemented PyCG [36] atop M!" without modifying its underlying
algorithm, the resulting implementation, M!"CG, precisely reproduced the ground-truth call graph
shown in Figure 1b, while reducing development e"ort (We detail this in Section 6).

3 M!"
This section presents M!": design principles (§ 3.1), syntax (§ 3.2), and semantics (§ 3.3).

3.1 Design Principles
Before formally presenting M!", we outline its main design principles with examples.

Memory Allocation and Binding. To simplify reasoning about side e"ects and aliasing,M!"
distinguishes between memory allocation and binding. Consider the following Python snippet:

1 l = [1, 2, 3] # Allocates a new list object.

In Python, this single line performs two separate actions:
(1) [1, 2, 3]: computes a new list object and allocates it in memory;
(2) l = ...: binds the list object to the variable l in the current environment.

InM!", these e"ects are made explicit using the ALLOC and BIND instructions:

1 ALLOC temp = () # Allocate a new list object
2 ... # Set the class to 'list' and append 1, 2, and 3

3 BIND l = temp # Bind the list to variable 'l'
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EnvUpdate(𝐿, 𝑀Env, 𝑁, 𝑀) = [ 𝑀Env →↑ [ 𝑁 →↑ 𝑀 ] 𝐿 (𝑀Env) ]𝐿

ConUpdate(𝐿, 𝑀, 𝑂, 𝑀 ↓) =

{
[ 𝑀 →↑ ↔𝑃1, . . . ,𝑃𝐿↗1, 𝑀 ↓,𝑃𝐿+1, . . . ,𝑃 |𝑀 |↘ ]𝐿 if 𝑃 = 𝐿 (𝑀) ≃ List, 𝑂 ≃ Z, 1 ⇐ 𝑂 ⇐ |𝑃 |
[ 𝑀 →↑ [ 𝑂 →↑ 𝑀 ↓] 𝑃 ]𝐿 if 𝑃 = 𝐿 (𝑀) ≃ Dict ⇒Obj ⇒ Env, 𝑂 ≃ S

(a) Auxiliary Functions

I!S"#$
𝑀Env,𝐿 ⇑ skip =⇓ 𝐿

I!A%%&’(
𝑀Env,𝐿 ⇑ 𝑄 ⇔ true

𝑀Env,𝐿 ⇑ assume(𝑄) =⇓ 𝐿

I!A))*+
𝑀 ↓ ω Dom(𝐿) 𝑀Env,𝐿 ⇑ 𝑄 ⇔ 𝑃

𝑀Env,𝐿 ⇑ alloc(𝑁, 𝑄) =⇓ EnvUpdate( [ 𝑀 ↓ →↑ 𝑃 ]𝐿, 𝑀Env, 𝑁, 𝑀 ↓)

I!B#,-V./
𝑀Env,𝐿 ⇑ 𝑅 𝐿↑ 𝑀

𝑀Env,𝐿 ⇑ bind(𝑁, 𝑅) =⇓ EnvUpdate(𝐿, 𝑀Env, 𝑁, 𝑀)

I!B#,-A00/
𝑀Env,𝐿 ⇑ 𝑅1 𝐿↑ 𝑀1 𝑀Env,𝐿 ⇑ 𝑄 ⇔ 𝑂 𝑀Env,𝐿 ⇑ 𝑅2 𝐿↑ 𝑀2

𝑀Env,𝐿 ⇑ bind(𝑅1 [𝑄], 𝑅2) =⇓ ConUpdate(𝐿, 𝑀1, 𝑂, 𝑀2)
I!E,1R(2

𝑀Env,𝐿 ⇑ env(𝑁) =⇓ EnvUpdate(𝐿, 𝑀Env, 𝑁, 𝑀Env)

I!D()V./
𝐿 (𝑀Env) = 𝑆 𝑁 ≃ Dom(𝑆)

𝑀Env,𝐿 ⇑ del(𝑁) =⇓ [ 𝑀Env →↑ 𝑆 \ {𝑁} ]𝐿

I!D()L#%0
𝑀Env,𝐿 ⇑ 𝑅 𝐿↑ 𝑀 𝐿 (𝑀) = 𝑇 𝑀Env,𝐿 ⇑ 𝑄 ⇔ 𝑈 𝑈 ⇐ |𝑇 |

𝑀Env,𝐿 ⇑ del(𝑅[𝑄]) =⇓ [ 𝑀 →↑ ↔𝑇1, . . . , 𝑇𝑁↗1, 𝑇𝑁+1, . . . , 𝑇 |𝑂 |↘ ]𝐿

I!D()M.$
𝑀Env,𝐿 ⇑ 𝑅 𝐿↑ 𝑀 𝐿 (𝑀) = 𝑃 𝑃 ≃ Dict ⇒Obj ⇒ Env 𝑀Env,𝐿 ⇑ 𝑄 ⇔ 𝑉 𝑉 ≃ Dom(𝑃)

𝑀Env,𝐿 ⇑ del(𝑅[𝑄]) =⇓ [ 𝑀 →↑ 𝑃 \ {𝑉} ]𝐿

I!C.))

𝑀 ↓Env ω Dom(𝐿) 𝑀Env,𝐿 ⇑ 𝑄 ⇔ ↔𝑊(𝑋,𝑌, 𝑍) .(𝑎, 𝑏), 𝑀 ↓↓Env↘
𝑀Env,𝐿 ⇑ 𝑅1 𝐿↑ 𝑀1 𝑀Env,𝐿 ⇑ 𝑅2 𝐿↑ 𝑀2 𝑀 ↓Env, [ 𝑀 ↓Env →↑ [ 𝑋 →↑ 𝑀1, 𝑌 →↑ 𝑀2, 𝑍 →↑ 𝑀 ↓↓Env ] ]𝐿 ⇑ 𝑎 ⊋ 𝐿 ↓

𝑀Env,𝐿 ⇑ call(𝑁, 𝑄, 𝑅1, 𝑅2) =⇓ EnvUpdate(𝐿 ↓, 𝑀Env, 𝑁,𝐿
↓ (𝑀 ↓Env) (𝑏))

(b) Inference Rules

Fig. 5. Semantics of instructions.

The rules I!D()V./, I!D()L#%0, and I!D()M.$ remove entries from their respective container
types: variables from environments, elements from lists, and entries from maps (dictionaries,
objects, and referenced environments). The rule I!C.)) de!nes function calls. In this rule, the
callee expression 𝑄 is !rst evaluated to a closure value ↔𝑊(𝑋,𝑌, 𝑍).(𝑎, 𝑏), 𝑀 ↓↓Env↘. A fresh environment
location 𝑀 ↓Env is then allocated, and the argument containers—evaluated from the caller’s l-values 𝑅1
and 𝑅2—are bound to 𝑋 and 𝑌 in 𝑀 ↓Env , together with a link to the parent 𝑀 ↓↓Env . The callee’s CFG 𝑎 is
executed under this environment (stored at 𝑀 ↓Env), producing an updated memory 𝐿 ↓. The return
value is then read from 𝐿 ↓ (𝑀 ↓Env) (𝑏) and bound in the caller’s context to a variable 𝑁 .

Expressions. The semantics of expressions is presented in Figure 6. Given an environment
location 𝑀Env and a memory state 𝐿 , an expression 𝑄 evaluates to a value 𝑃 ≃ Val, written as
𝑀Env,𝐿 ⇑ 𝑄 ⇔ 𝑃 . Object creation ({}) yields a fresh empty object map (E!N(3O45). Primitive literals
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Table 1. Source-language scope targeted by M!" and covered by the Python-to-M!" translation, with 𝐿𝐿 [39]
and Ranson et al. [42] included for reference. The feature categories follow Python’s AST node types and the
categories discussed in prior work [37, 39, 42, 45, 53]. Daggered entries are discussed in the text.

Feature category Representative constructs M!" 𝐿𝐿 [39] Ranson et al. [42]

Literals 1, "s", None ✁† ✁ ✂
Operations x+y, x==y, x is y ✁ ✁ ✁
Containers [1, 2],{"a": 3} , d[k] ✁ ✁ ✃
Variables and binding x, x=e, del x ✁ ✁ ✁
Control !ow if, for, break, continue ✁ ✁ ✁
Functions and calls def, lambda, @dec,*args ,**kwargs ✁ ✁ ✂
Iteration and generators for, yield, __next__ ✁ ✁ ✃
Objects and classes class C(A), obj.x ✁† ✁ ✃
Exceptions raise, try, except, finally ✁ ✁ ✃
Comprehensions [x for x in y],{x: y for x, y in z} ✁ ✁ ✃
Imports and modules import, from m import x ✁† ✂ ✂
Scoping declarations global, nonlocal ✁ ✁ ✃
Context managers with ✁ ✁ ✃
Re!ective/dynamic features getattr, setattr, locals ✁ ✃ ✃
Asynchronous constructs async def, await ✃ ✃ ✃

For instance, across the "ve real-world projects in PyCG’s macro-benchmark (§6.2) we found no
non-identi"er attribute accesses.
The last two columns of Table 1 placeM!" alongside prior e#orts to formalize Python seman-

tics [39, 42]. We stress that these works pursue goals di#erent from ours (§7); the comparison
is not meant to rank coverage, but to gauge whether M!"’s scope reaches a realistic range of
source-language features.1 One di#erence worth noting is that M!"’s "rst-class environments let it
model re!ective features such as locals, getattr, and setattr.

5 Instance Analyses
We develop two program analyses of di#erent styles on top of M!": M!"CG, an abstract interpreter
for call-graph construction, andM!"C#$%&, an SMT-based deductive veri"er. We evaluate their
soundness, precision, and runtime cost in §6.

5.1 M!"CG: An Abstract Interpreter for Call-Graph Construction
M!"CG re-implements PyCG [45]—a state-of-the-art call-graph analyzer for Python—without
modifying its underlying algorithm. Call-graph construction for Python is an instance of higher-
order control-!ow analysis [26, 27, 50]: functions, methods, and even classes are "rst-class values,
so determining the targets of a call requires tracking how closures !ow through variables, attributes,
and environments. Like PyCG,M!"CG constructs call graphs on the !y via !ow-, path-, and context-
insensitive abstract interpretation, using a points-to-style abstract domain that distinguishes heap
objects by their allocation sites. InM!", relationships such as namespace nesting, class structure,
implicit constructor calls, and operator dispatch are already expressed through ordinary instructions
and calls, soM!"CG can use them directly instead of reconstructing them through AST-speci"c
pre-analyses and special handling of individual language features. We de"ne the abstract semantics
of allM!" instructions and expressions used in call-graph analysis. Due to space limits, we only
present a subset of the abstract semantics here.
1Entries for prior work are conservative and paper-based: covered if the published semantics handles representative
constructs, absent only if explicitly excluded or outside the de"ned source language.
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• Research questions 

• Fidelity: Does MIR faithfully capture Python’s semantics?  

• Differential testing against CPython 

• Utility: Is MIR effective for building program analyses?  

• MirCG: Re-implementation of PyCG atop MIR 

• MirCheck: Re-implementation of Nagini atop MIR

Evaluation
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• MIR benchmarks: 266 Python programs covering various 
features—especially corner cases 

• MBPP and HumanEval: 735 programs after filtering out the 
programs that use built-in functions that our MIR interpreter 
does not currently support
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Table 2. Fidelity evaluation results of M!".

Benchmark Total Applicable Compiled Executed Correct

M!" benchmark 266 266 266 266 266
MBPP 974 619 619 619 619

HumanEval 163 116 116 116 116

Total 1,403 1,001 1,001 1,001 1,001

6.1 Fidelity
Implementation. The Python-to-M!" compiler 1) parses Python source code into an abstract

syntax tree (AST) using Python’s built-in ast module, and 2) traverses the AST to translate each
node into the corresponding M!" instructions. We implement the runtime system in Python itself,
modeling Python’s standard libraries; we currently cover 221 of the 2k+ built-in functions in the
builtins module loaded by default in every Python program.

Benchmarks. To exerciseM!" from complementary angles, we use the following benchmarks:
• M!" benchmark: We create a suite of 266 Python programs covering various language
features—especially semantic corner cases central to our formalization, such as nested
scope escapes and diverse dispatch behaviors—including data types, control !ow, operators,
functions, classes, exceptions, variable scoping, and imports.

• MBPP and HumanEval: We also use two existing benchmarks, Mostly Basic Python
Problems (MBPP) [2] and HumanEval [5], which provide self-contained programs with test
cases that enable automated behavioral comparison against CPython on realistic Python
code. Originally designed to test code-generation models, they let us check whetherM!"
reproduces CPython’s behavior on independently written programs. We "lter out programs
that use built-in functions not yet modeled in our implementation, leaving 619 of 974
programs from MBPP and 116 of 163 from HumanEval.

All benchmark programs havemultiple test cases—both provided and additional oneswe create—that
verify the program output. No "nite suite can justify claims about the entire language; accordingly,
our evaluation provides empirical evidence for a broad and practically relevant fragment of Python,
restricted to the runtime features currently modeled.

Result. Table 2 summarizes the results. The table reports the “Total” number of programs, the
“Applicable” subset using only modeled functions, and how many were successfully “Compiled”
and “Executed” and produced the “Correct” output compared to CPython. All applicable programs
compiled, executed, and produced the correct output. These results show that the compiler and the
M!" semantics faithfully handle the Python constructs exercised by the applicable programs. The
distinction between the “Total” and “Applicable” columns separates this semantic coverage from
the runtime interface currently modeled: the excluded MBPP and HumanEval programs use built-in
functions or library routines that our runtime does not yet model. Broadening the executable
benchmark set therefore primarily requires adding models for additional built-ins and libraries,
leaving the core translation and M!" semantics unchanged.

6.2 Utility
We evaluate the two analysis clients introduced in § 5: M!"CG, an abstract interpreter for call-
graph construction (§ 5.1), and M!"C#$%&, a deductive program veri"er (§ 5.2). Together, these
experiments test whether using M!" as a common substrate for analyses with di#erent goals is
practical and e#ective in terms of soundness, precision, and runtime cost.
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Table 3. Soundness and completeness of M!"CG and PyCG on the benchmarks with ground-truth call graphs.

M!"CG PyCG [45]

Benchmark Total Sound Complete Time (s) Sound Complete Time (s)

M!"CG benchmark 100 87 77 5.2 15 77 4.9
Micro-benchmark 112 107 106 6.7 46 106 5.9

Total 212 194 (91.5%) 183 (86.3%) 11.9 61 (28.8%) 183 (86.3%) 10.8

Table 4. Analysis cost of M!"CG and PyCG on real-world Python projects.

M!"CG PyCG [45]

Project LoC Compile (s) Analyze (s) Analyze (s)

asciinema 1,553 4.5 1.3 0.3
autojump 3,287 6.3 3.0 0.2
fabric 2,888 3.2 1.0 0.3

face_classi!cation 1,895 3.8 2.6 0.3
Sublist3r 1,672 4.2 2.3 0.2

Average 2,259 4.4 2.0 0.3

6.2.1 M!"CG. We evaluateM!"CG against PyCG [45], a state-of-the-art call-graph analyzer imple-
mented atop the Python AST. We use the most recent version v0.0.8 of PyCG2 in our evaluation.

Benchmark. We use three benchmark sets to evaluateM!"CG and PyCG. The !rst two come
with ground-truth call graphs, so we use them to measure soundness and completeness; the third
lacks reliable ground truth and is used only for runtime evaluation.

• M!"CG benchmark: We collect 100 Python programs that cover various scenarios of
Python function calls, along with their ground-truth call graphs. The benchmark programs
include examples not only with explicit function calls but also with implicit calls via various
Python features such as operator overloading, decorators, and even class de!nitions.

• Micro-benchmark in PyCG [45]: It consists of 112 Python programs with explicit function
calls and their ground-truth call graphs. However, we found that some function calls were
missing or spurious in the ground truths. Thus, we manually !xed these issues before using
them in our evaluation. For example, the class statement in Python implicitly creates and
calls a function to create the class object. The call graphs should include such implicit calls,
but they were missing in the provided ground-truth call graphs in this benchmark.

• Macro-benchmark in PyCG [45]: It consists of 5 real-world Python projects. Constructing
reliable ground-truth call graphs for these projects is impractical given their size and
complexity, so we use this benchmark only for runtime evaluation.

Metric. Following PyCG, we evaluate the generated call graphs using soundness and complete-
ness, de!ned below, along with execution time:

• Sound: Count if all edges in the ground-truth graph are present in the generated graph.
• Complete: Count if all edges in the generated graph are present in the ground-truth graph.

Note that each tool must generate exactly the same set of function call edges as in the ground-truth
graph to achieve 100% soundness and completeness.

2https://github.com/vitsalis/PyCG
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missing or spurious in the ground truths. Thus, we manually !xed these issues before using
them in our evaluation. For example, the class statement in Python implicitly creates and
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Table 5. Soundness and completeness of M!"C#$%& and Nagini. Red marks unsound verdicts (accepting an
incorrect specification) and orange marks incomplete verdicts (rejecting a correct specification).

M!"C#$%& Nagini [7]

Spec. Type Total Accept Reject Inconc. Time (s) Accept Reject Inconc. Time (s)

Correct 25 25 0 0 4.4 16 5 4 4.5
Incorrect 25 0 25 0 4.4 4 17 4 4.5

Table 6. Verification time of M!"C#$%& versus Nagini on the sampled HumanEval tasks. ID is the HumanEval
task identifier; LoC and Spec are the number of code and specification lines, respectively.

M!"C#$%& Nagini [7]

ID Description LoC Spec. Veri!ed Time (s) Veri!ed Time (s)

005 Insert delimiter between elements 10 13 ✁ 5.3 ✁ 4.9
023 Return string length 2 1 ✁ 4.3 ✁ 4.3
027 Swap character case 20 17 ✁ 7.7 ✁ 6.7
041 Count car collisions 2 2 ✁ 4.4 ✁ 4.4
046 Compute Fib4 number 26 9 ✁ 4.9 ✁ 5.0
051 Remove vowels 9 18 ✁ 9.6 ✁ 7.9
119 Match concatenated parentheses 26 43 ✁ 10.0 ✁ 13.2
127 Check prime intersection length 21 6 ✁ 4.6 ✁ 4.7
134 Check !nal standalone letter 5 4 ✁ 4.7 ✁ 4.6
139 Compute special factorial 19 13 ✁ 4.9 ✁ 4.9

with respect to CPython behavior, so that a veri!er must accept the former and reject the latter.
We evaluate each veri!er’s verdicts using the following two metrics:

• Accept: Number of speci!cations accepted by the veri!er. For correct speci!cations, accep-
tance is the expected outcome; for incorrect speci!cations, it indicates unsoundness.

• Reject: Number of speci!cations rejected by the veri!er. For incorrect speci!cations, rejec-
tion is the expected outcome; for correct speci!cations, it indicates incompleteness.

The Accept and Reject counts exclude inconclusive outcomes, such as failures caused by Python
language constructs or semantic features outside the evaluated tool’s supported scope.
Table 5 reports the results grouped by speci!cation type. M!"C#$%& produces the expected

verdict on every speci!cation in the benchmark: it accepts the correct speci!cations and rejects
the incorrect ones, without a single unsound accept or incomplete reject. Nagini, in contrast,
exhibits both failure modes: among the speci!cations for which it returns a conclusive verdict, it
unsoundly accepts 4 of 21 incorrect speci!cations (81.0% sound) and incompletely rejects 5 of 21
correct speci!cations (76.2% complete). The false accepts are especially consequential for deductive
veri!cation, as they amount to proving speci!cations that do not hold under Python’s semantics.

Veri!cation Cost. The second experiment asks whether M!"C#$%&’s cost for its more explicit
semantic modeling is reasonable. To isolate cost from capability, we restrict attention to programs
Nagini already handles well. For this purpose, we use HumanEval [5], a set of programming tasks
with test cases for functional correctness. We !lter out programs outside Nagini’s supported scope,
leaving 106, and randomly sample 10 of them. We then add functional-correctness speci!cations to
the sampled programs using HumanEval-Nagini [49]. Table 6 reports the per-task results and run-
times. Both M!"C#$%& and Nagini verify each task in about 6 seconds on average, with M!"C#$%&
staying within 1.3→ of Nagini’s runtime on every task.
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with respect to CPython behavior, so that a veri!er must accept the former and reject the latter.
We evaluate each veri!er’s verdicts using the following two metrics:

• Accept: Number of speci!cations accepted by the veri!er. For correct speci!cations, accep-
tance is the expected outcome; for incorrect speci!cations, it indicates unsoundness.
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the incorrect ones, without a single unsound accept or incomplete reject. Nagini, in contrast,
exhibits both failure modes: among the speci!cations for which it returns a conclusive verdict, it
unsoundly accepts 4 of 21 incorrect speci!cations (81.0% sound) and incompletely rejects 5 of 21
correct speci!cations (76.2% complete). The false accepts are especially consequential for deductive
veri!cation, as they amount to proving speci!cations that do not hold under Python’s semantics.

Veri!cation Cost. The second experiment asks whether M!"C#$%&’s cost for its more explicit
semantic modeling is reasonable. To isolate cost from capability, we restrict attention to programs
Nagini already handles well. For this purpose, we use HumanEval [5], a set of programming tasks
with test cases for functional correctness. We !lter out programs outside Nagini’s supported scope,
leaving 106, and randomly sample 10 of them. We then add functional-correctness speci!cations to
the sampled programs using HumanEval-Nagini [49]. Table 6 reports the per-task results and run-
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• 연구 분야 소개: 프로그램 분석 및 오류 자동 수정 기술 

• 최신 연구 소개: 엄밀한 파이썬 프로그램 분석 및 검증이 이제 가능
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