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• Humans wrote the code 

• “Program” meant code 

• Writing code was the bottleneck 

• Naturally, static analysis has targeted code

Past
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Spec Human Code



• Developers write specs; coding agents write code 

• Specs are the new “program” 

• Developers write, review, and maintain specs, not code 

• The bottleneck has moved to writing good specs

Now
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Spec Coding 
Agent Code

Proposal: Future static analysis should target specs
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Toward Static Analysis of Natural-Language
Speci!cations

Abstract
As coding agents take over the writing of code, natural-
language speci!cations become the primary artifact that
developers write and maintain. Such speci!cations rarely
determine the intended behavior completely, and a devel-
oper who no longer reads the generated code needs to know
which behaviors a speci!cation determines and which it
leaves open. We propose to answer this question by static
analysis. We treat a coding agent as a sampler of a speci-
!cation’s meaning, abstract each sampled implementation
with a sound program analyzer, and join the results. The join
establishes properties that hold for every sampled implemen-
tation on every input, and its undetermined parts locate the
inputs on which the implementations may disagree, which
become clarifying questions for the author. We formalize
this idea in the framework of abstract interpretation and
show that, if the agent produces each reading with some
minimum probability, the join contains the meaning of the
speci!cation with high probability.

1 Introduction
Static analysis has traditionally targeted code. Its object is
a program with a formal semantics, and its goal is to estab-
lish properties of program behavior, such as the absence of
runtime errors or bounds on the values of variables, for all
inputs rather than only those one happens to try. Here, code
is the primary human-authored artifact, and static analysis
helps developers reason about it.

With coding agents, this is changing. Developers increas-
ingly write, review, and maintain natural-language spec-
i!cations, while agents generate and regenerate code as
those speci!cations evolve. In this scenario, the speci!ca-
tion, not the code, becomes the primary artifact. Natural
language, however, rarely determines the intended behav-
ior completely. A developer therefore needs to know which
parts of the behavior the speci!cation determines and which
it leaves undecided.

We argue that static analysis should follow this shift and
treat speci!cations as !rst-class targets, establishing prop-
erties that hold across all programs a speci!cation permits
and locating exactly where those programs may di"er. Exist-
ing approaches to ambiguous speci!cations in code genera-
tion rely on testing [2, 4, 5]. Testing exposes disagreements
among candidate programs on the inputs it tries, but it can-
not show that they agree on all other inputs, nor that the
questions it raises are the only ones. Both are statements
about all inputs, which is what static analysis establishes.

# Z -- zero has a sign of its own

return (a > 0) - (a < 0) == (b > 0) - (b < 0)

# P -- zero has the sign of the positives

return (a >= 0) == (b >= 0)

# N -- zero has no sign, not even its own

return a * b > 0

Figure 1. The three implementations of same_sign.

To our knowledge, this paper is the !rst to explore a foun-
dation for the static analysis of natural-language speci!-
cations, based on abstract interpretation [1]. Like existing
approaches [2, 4, 5], we sample implementations from a
coding agent, which we treat as a sampler of the speci!-
cation’s meaning, but we abstract each with a sound pro-
gram analyzer and join the results. Because the join over-
approximates every sampled implementation, a property it
establishes holds of all of them on every input, and its unde-
termined parts mark the inputs on which they may disagree,
which become questions for the author. These facts concern
the sample; carrying them over to the speci!cation requires
assumptions about the agent, and we characterize what the
analysis establishes under them.

Section 2 illustrates the approach, Section 3 de!nes speci-
!cations, agents, and analyzers, and Section 4 establishes its
soundness.

2 Overview
Consider the speci!cation
def same_sign(a: int, b: int) -> bool:

!!!Return True if a and b have the same sign.!!!

This speci!cation calls for a function that takes two integers
and returns a Boolean value indicatingwhether they have the
same sign. Although simple, it does not fully determine the
intended behavior: it leaves the treatment of zero unspeci!ed.
Our goal is to separate what the speci!cation determines
from what it leaves undecided.

We !rst use a coding agent to sample candidate implemen-
tations of the speci!cation. Suppose we provide the speci-
!cation to the agent in multiple fresh sessions and obtain,
up to syntactic variation, only the three implementations
shown in Figure 1.

These implementations, which we call Z, P, and N, agree
whenever both inputs are nonzero and di"er only in their
treatment of zero. Under Z, zero has the same sign only as
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Static Spec Analyzer

same_sign(0, 0) = ? 
same_sign(0, +) = ? 

…

Undetermined behavior:Determined behavior:
same_sign(+, +) = T 
same_sign(+, -) = F 

…
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Static Spec Analyzer

∅

Undetermined behavior:Determined behavior:
same_sign(+, +) = T 
same_sign(+, -) = F 
same_sign(0, 0) = T 

…

Z P

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F T F
𝑀 > 0 F F T

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F T T
𝑀 > 0 F T T

N join
𝐿 < 0 𝐿 = 0 𝐿 > 0

𝑀 < 0 T F F
𝑀 = 0 F F F
𝑀 > 0 F F T

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F ? ?
𝑀 > 0 F ? T

Figure 2. Analysis results for the three implementations and
their join. T and F stand for {T} and {F}, and ? for {T, F}.

zero. Under P, zero is grouped with positive numbers, so
same_sign(0, 5) returns True. Under N, zero has no sign,
so even same_sign(0, 0) returns False. The speci!cation
does not resolve these di"erences; each implementation re-
#ects a plausible reading of the informal description.

Next, we analyze the sampled programs by abstract inter-
pretation [1]. Suppose we use predicate abstraction [3] with
four predicates extracted from Z:

𝐿+𝑀 → 𝑀 > 0, 𝐿↑
𝑀 → 𝑀 < 0, 𝐿+𝐿 → 𝑁 > 0, 𝐿↑

𝐿 → 𝑁 < 0.

An abstract state is a truth assignment to these predicates. Of
the sixteen assignments, nine are feasible, since 𝐿+𝑁 and 𝐿↑

𝑁
cannot hold together for either variable 𝑂 ; each feasible one
!xes the sign of 𝑀, i.e., positive (𝐿+𝑀 ), negative (𝐿↑

𝑀 ), or zero
(neither), and likewise that of 𝑁. For readability, we write an
abstract state as the sign condition it denotes; for example,
𝑀 = 0↓𝑁 > 0 stands for the assignment¬𝐿+𝑀 ↓¬𝐿↑

𝑀 ↓𝐿+𝐿 ↓¬𝐿↑
𝐿 .

With the sign of 𝑀 as rows and that of 𝑁 as columns, the
nine states form a 3 ↔ 3 table, and analyzing a program !lls
each entry with the set of results the program can return
in that state, where we write T and F for True and False
(Figure 2). For example, when P is executed abstractly in the
state 𝑀 = 0 ↓ 𝑁 > 0, both of its tests (𝑀 ↗ 0 and 𝑁 ↗ 0) hold,
so it returns T = T, that is, T.
We then summarize the sample by joining the tables of

its programs entry by entry, taking unions. In the state 𝑀 =
0 ↓ 𝑁 > 0, where P returns T while Z and N return F, the
join therefore holds ? = {T, F}, whereas entries on which all
three implementations agree remain singletons.

The join thus shows where the sampled implementations
agree and where they disagree. Its six determined entries
establish that

1. if 𝑀 · 𝑁 > 0, the result is T;
2. if 𝑀 · 𝑁 < 0, the result is F;
3. if exactly one argument is zero and the other is nega-

tive, the result is F.
The third is less obvious: although every disagreement in-
volves zero, all three implementations agree when zero is
paired with a negative number. Zero is thus necessary for
disagreement but not su$cient.

The three open entries are 𝑀 = 0 ↓ 𝑁 = 0, 𝑀 = 0 ↓ 𝑁 > 0,
and 𝑀 > 0 ↓ 𝑁 = 0, and each asks the author a question the
speci!cation leaves unanswered. In the !rst, Z and P return
T while N returns F: Does zero have the same sign as itself?
In the other two, only P returns T: Does zero have the same
sign as a positive number? The analysis proves that these two
questions account for all disagreement within the sample.

Based on this feedback, suppose the author chooses Z and
revises the speci!cation:

!!!Return True if a and b have the same sign.

Zero has the same sign as zero, but not as any

positive or negative integer.!!!

Suppose further that, asked for new implementations of
the revised speci!cation, the agent produces only programs
equivalent to Z. The join of their tables is then exactly the
table of Z in Figure 2, with no open entries. The author thus
obtains a formal contract for the speci!cation, together with
proofs that the sampled implementations satisfy it, without
inspecting the generated code.
These proofs concern the sampled programs. They carry

over to the speci!cation if every reading of the speci!cation
lies within the join, which holds only with some probability.
The next sections formalize the analysis, identify a condition
on the agent under which this probability can be bounded.

3 Static Analysis of Speci!cations
This section !xes the objects: speci!cations and their mean-
ing, the agent as a sampler of that meaning, and the lift of a
program analyzer to speci!cations.

3.1 Speci!cations
Let Spec be the set of speci!cations, L the set of programs
of some language, 𝑃 the space of program meanings, and
!·" : L ↘ 𝑃 the semantic function for programs.

De!nition 3.1 (Meaning of a speci!cation). An admissi-
bility relation is a relation 𝑄 ≃ Spec ↔ L; we write 𝑄(𝑅, 𝑆)
for (𝑅, 𝑆) ⇐ 𝑄, read: 𝑆 implements a reading of 𝑅 that a
competent reader would accept. The meaning of 𝑅 ⇐ Spec is

!𝑅" = {!𝑆" : 𝑆 ⇐ L, 𝑄(𝑅, 𝑆)} ≃ 𝑃, (1)

so that P(𝑃) is the concrete semantic domain for speci!ca-
tions. Call 𝑅 unambiguous when |!𝑅"| = 1, ambiguous when
|!𝑅"| ↗ 2, and infeasible when !𝑅" = ⇒. Write 𝑇 = |!𝑅"|; its
elements are the readings of 𝑅 .

3.2 Agents
Programs are !nite strings, so L is countable and a distribu-
tion on L is a probability mass function.

De!nition 3.2 (Coding agent). A coding agent is a stochastic
map Agent : Spec ↘ Dist(L). For 𝑅 ⇐ Spec and 𝑈 ↗ 1, let
ω = (𝑆1, . . . , 𝑆𝑂) be 𝑈 programs drawn independently from
Agent(𝑅), and distinguish the supported from the sampled
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language speci!cations become the primary artifact that
developers write and maintain. Such speci!cations rarely
determine the intended behavior completely, and a devel-
oper who no longer reads the generated code needs to know
which behaviors a speci!cation determines and which it
leaves open. We propose to answer this question by static
analysis. We treat a coding agent as a sampler of a speci-
!cation’s meaning, abstract each sampled implementation
with a sound program analyzer, and join the results. The join
establishes properties that hold for every sampled implemen-
tation on every input, and its undetermined parts locate the
inputs on which the implementations may disagree, which
become clarifying questions for the author. We formalize
this idea in the framework of abstract interpretation and
show that, if the agent produces each reading with some
minimum probability, the join contains the meaning of the
speci!cation with high probability.

1 Introduction
Static analysis has traditionally targeted code. Its object is
a program with a formal semantics, and its goal is to estab-
lish properties of program behavior, such as the absence of
runtime errors or bounds on the values of variables, for all
inputs rather than only those one happens to try. Here, code
is the primary human-authored artifact, and static analysis
helps developers reason about it.

With coding agents, this is changing. Developers increas-
ingly write, review, and maintain natural-language spec-
i!cations, while agents generate and regenerate code as
those speci!cations evolve. In this scenario, the speci!ca-
tion, not the code, becomes the primary artifact. Natural
language, however, rarely determines the intended behav-
ior completely. A developer therefore needs to know which
parts of the behavior the speci!cation determines and which
it leaves undecided.

We argue that static analysis should follow this shift and
treat speci!cations as !rst-class targets, establishing prop-
erties that hold across all programs a speci!cation permits
and locating exactly where those programs may di"er. Exist-
ing approaches to ambiguous speci!cations in code genera-
tion rely on testing [2, 4, 5]. Testing exposes disagreements
among candidate programs on the inputs it tries, but it can-
not show that they agree on all other inputs, nor that the
questions it raises are the only ones. Both are statements
about all inputs, which is what static analysis establishes.

# Z -- zero has a sign of its own

return (a > 0) - (a < 0) == (b > 0) - (b < 0)

# P -- zero has the sign of the positives

return (a >= 0) == (b >= 0)

# N -- zero has no sign, not even its own

return a * b > 0

Figure 1. The three implementations of same_sign.

To our knowledge, this paper is the !rst to explore a foun-
dation for the static analysis of natural-language speci!-
cations, based on abstract interpretation [1]. Like existing
approaches [2, 4, 5], we sample implementations from a
coding agent, which we treat as a sampler of the speci!-
cation’s meaning, but we abstract each with a sound pro-
gram analyzer and join the results. Because the join over-
approximates every sampled implementation, a property it
establishes holds of all of them on every input, and its unde-
termined parts mark the inputs on which they may disagree,
which become questions for the author. These facts concern
the sample; carrying them over to the speci!cation requires
assumptions about the agent, and we characterize what the
analysis establishes under them.

Section 2 illustrates the approach, Section 3 de!nes speci-
!cations, agents, and analyzers, and Section 4 establishes its
soundness.

2 Overview
Consider the speci!cation
def same_sign(a: int, b: int) -> bool:

!!!Return True if a and b have the same sign.!!!

This speci!cation calls for a function that takes two integers
and returns a Boolean value indicatingwhether they have the
same sign. Although simple, it does not fully determine the
intended behavior: it leaves the treatment of zero unspeci!ed.
Our goal is to separate what the speci!cation determines
from what it leaves undecided.

We !rst use a coding agent to sample candidate implemen-
tations of the speci!cation. Suppose we provide the speci-
!cation to the agent in multiple fresh sessions and obtain,
up to syntactic variation, only the three implementations
shown in Figure 1.

These implementations, which we call Z, P, and N, agree
whenever both inputs are nonzero and di"er only in their
treatment of zero. Under Z, zero has the same sign only as
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Figure 1. The three implementations of same_sign.

To our knowledge, this paper is the !rst to explore a foun-
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termined parts mark the inputs on which they may disagree,
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the sample; carrying them over to the speci!cation requires
assumptions about the agent, and we characterize what the
analysis establishes under them.

Section 2 illustrates the approach, Section 3 de!nes speci-
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2 Overview
Consider the speci!cation
def same_sign(a: int, b: int) -> bool:

!!!Return True if a and b have the same sign.!!!

This speci!cation calls for a function that takes two integers
and returns a Boolean value indicatingwhether they have the
same sign. Although simple, it does not fully determine the
intended behavior: it leaves the treatment of zero unspeci!ed.
Our goal is to separate what the speci!cation determines
from what it leaves undecided.

We !rst use a coding agent to sample candidate implemen-
tations of the speci!cation. Suppose we provide the speci-
!cation to the agent in multiple fresh sessions and obtain,
up to syntactic variation, only the three implementations
shown in Figure 1.

These implementations, which we call Z, P, and N, agree
whenever both inputs are nonzero and di"er only in their
treatment of zero. Under Z, zero has the same sign only as
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2. Analyze the programs with a sound static analyzer and join
Z P

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F T F
𝑀 > 0 F F T

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F T T
𝑀 > 0 F T T

N join
𝐿 < 0 𝐿 = 0 𝐿 > 0

𝑀 < 0 T F F
𝑀 = 0 F F F
𝑀 > 0 F F T

𝐿 < 0 𝐿 = 0 𝐿 > 0
𝑀 < 0 T F F
𝑀 = 0 F ? ?
𝑀 > 0 F ? T

Figure 2. Analysis results for the three implementations and
their join. T and F stand for {T} and {F}, and ? for {T, F}.

zero. Under P, zero is grouped with positive numbers, so
same_sign(0, 5) returns True. Under N, zero has no sign,
so even same_sign(0, 0) returns False. The speci!cation
does not resolve these di"erences; each implementation re-
#ects a plausible reading of the informal description.

Next, we analyze the sampled programs by abstract inter-
pretation [1]. Suppose we use predicate abstraction [3] with
four predicates extracted from Z:

𝐿+𝑀 → 𝑀 > 0, 𝐿↑
𝑀 → 𝑀 < 0, 𝐿+𝐿 → 𝑁 > 0, 𝐿↑

𝐿 → 𝑁 < 0.

An abstract state is a truth assignment to these predicates. Of
the sixteen assignments, nine are feasible, since 𝐿+𝑁 and 𝐿↑

𝑁
cannot hold together for either variable 𝑂 ; each feasible one
!xes the sign of 𝑀, i.e., positive (𝐿+𝑀 ), negative (𝐿↑

𝑀 ), or zero
(neither), and likewise that of 𝑁. For readability, we write an
abstract state as the sign condition it denotes; for example,
𝑀 = 0↓𝑁 > 0 stands for the assignment¬𝐿+𝑀 ↓¬𝐿↑

𝑀 ↓𝐿+𝐿 ↓¬𝐿↑
𝐿 .

With the sign of 𝑀 as rows and that of 𝑁 as columns, the
nine states form a 3 ↔ 3 table, and analyzing a program !lls
each entry with the set of results the program can return
in that state, where we write T and F for True and False
(Figure 2). For example, when P is executed abstractly in the
state 𝑀 = 0 ↓ 𝑁 > 0, both of its tests (𝑀 ↗ 0 and 𝑁 ↗ 0) hold,
so it returns T = T, that is, T.
We then summarize the sample by joining the tables of

its programs entry by entry, taking unions. In the state 𝑀 =
0 ↓ 𝑁 > 0, where P returns T while Z and N return F, the
join therefore holds ? = {T, F}, whereas entries on which all
three implementations agree remain singletons.

The join thus shows where the sampled implementations
agree and where they disagree. Its six determined entries
establish that

1. if 𝑀 · 𝑁 > 0, the result is T;
2. if 𝑀 · 𝑁 < 0, the result is F;
3. if exactly one argument is zero and the other is nega-

tive, the result is F.
The third is less obvious: although every disagreement in-
volves zero, all three implementations agree when zero is
paired with a negative number. Zero is thus necessary for
disagreement but not su$cient.

The three open entries are 𝑀 = 0 ↓ 𝑁 = 0, 𝑀 = 0 ↓ 𝑁 > 0,
and 𝑀 > 0 ↓ 𝑁 = 0, and each asks the author a question the
speci!cation leaves unanswered. In the !rst, Z and P return
T while N returns F: Does zero have the same sign as itself?
In the other two, only P returns T: Does zero have the same
sign as a positive number? The analysis proves that these two
questions account for all disagreement within the sample.

Based on this feedback, suppose the author chooses Z and
revises the speci!cation:

!!!Return True if a and b have the same sign.

Zero has the same sign as zero, but not as any

positive or negative integer.!!!

Suppose further that, asked for new implementations of
the revised speci!cation, the agent produces only programs
equivalent to Z. The join of their tables is then exactly the
table of Z in Figure 2, with no open entries. The author thus
obtains a formal contract for the speci!cation, together with
proofs that the sampled implementations satisfy it, without
inspecting the generated code.
These proofs concern the sampled programs. They carry

over to the speci!cation if every reading of the speci!cation
lies within the join, which holds only with some probability.
The next sections formalize the analysis, identify a condition
on the agent under which this probability can be bounded.

3 Static Analysis of Speci!cations
This section !xes the objects: speci!cations and their mean-
ing, the agent as a sampler of that meaning, and the lift of a
program analyzer to speci!cations.

3.1 Speci!cations
Let Spec be the set of speci!cations, L the set of programs
of some language, 𝑃 the space of program meanings, and
!·" : L ↘ 𝑃 the semantic function for programs.

De!nition 3.1 (Meaning of a speci!cation). An admissi-
bility relation is a relation 𝑄 ≃ Spec ↔ L; we write 𝑄(𝑅, 𝑆)
for (𝑅, 𝑆) ⇐ 𝑄, read: 𝑆 implements a reading of 𝑅 that a
competent reader would accept. The meaning of 𝑅 ⇐ Spec is

!𝑅" = {!𝑆" : 𝑆 ⇐ L, 𝑄(𝑅, 𝑆)} ≃ 𝑃, (1)

so that P(𝑃) is the concrete semantic domain for speci!ca-
tions. Call 𝑅 unambiguous when |!𝑅"| = 1, ambiguous when
|!𝑅"| ↗ 2, and infeasible when !𝑅" = ⇒. Write 𝑇 = |!𝑅"|; its
elements are the readings of 𝑅 .

3.2 Agents
Programs are !nite strings, so L is countable and a distribu-
tion on L is a probability mass function.

De!nition 3.2 (Coding agent). A coding agent is a stochastic
map Agent : Spec ↘ Dist(L). For 𝑅 ⇐ Spec and 𝑈 ↗ 1, let
ω = (𝑆1, . . . , 𝑆𝑂) be 𝑈 programs drawn independently from
Agent(𝑅), and distinguish the supported from the sampled
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those speci!cations evolve. In this scenario, the speci!ca-
tion, not the code, becomes the primary artifact. Natural
language, however, rarely determines the intended behav-
ior completely. A developer therefore needs to know which
parts of the behavior the speci!cation determines and which
it leaves undecided.

We argue that static analysis should follow this shift and
treat speci!cations as !rst-class targets, establishing prop-
erties that hold across all programs a speci!cation permits
and locating exactly where those programs may di"er. Exist-
ing approaches to ambiguous speci!cations in code genera-
tion rely on testing [2, 4, 5]. Testing exposes disagreements
among candidate programs on the inputs it tries, but it can-
not show that they agree on all other inputs, nor that the
questions it raises are the only ones. Both are statements
about all inputs, which is what static analysis establishes.

# Z -- zero has a sign of its own

return (a > 0) - (a < 0) == (b > 0) - (b < 0)

# P -- zero has the sign of the positives

return (a >= 0) == (b >= 0)

# N -- zero has no sign, not even its own

return a * b > 0

Figure 1. The three implementations of same_sign.

To our knowledge, this paper is the !rst to explore a foun-
dation for the static analysis of natural-language speci!-
cations, based on abstract interpretation [1]. Like existing
approaches [2, 4, 5], we sample implementations from a
coding agent, which we treat as a sampler of the speci!-
cation’s meaning, but we abstract each with a sound pro-
gram analyzer and join the results. Because the join over-
approximates every sampled implementation, a property it
establishes holds of all of them on every input, and its unde-
termined parts mark the inputs on which they may disagree,
which become questions for the author. These facts concern
the sample; carrying them over to the speci!cation requires
assumptions about the agent, and we characterize what the
analysis establishes under them.

Section 2 illustrates the approach, Section 3 de!nes speci-
!cations, agents, and analyzers, and Section 4 establishes its
soundness.

2 Overview
Consider the speci!cation
def same_sign(a: int, b: int) -> bool:

!!!Return True if a and b have the same sign.!!!

This speci!cation calls for a function that takes two integers
and returns a Boolean value indicatingwhether they have the
same sign. Although simple, it does not fully determine the
intended behavior: it leaves the treatment of zero unspeci!ed.
Our goal is to separate what the speci!cation determines
from what it leaves undecided.

We !rst use a coding agent to sample candidate implemen-
tations of the speci!cation. Suppose we provide the speci-
!cation to the agent in multiple fresh sessions and obtain,
up to syntactic variation, only the three implementations
shown in Figure 1.

These implementations, which we call Z, P, and N, agree
whenever both inputs are nonzero and di"er only in their
treatment of zero. Under Z, zero has the same sign only as

1



Statistical Soundness
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Suppose the analysis proved a property  of :  . 
What does it say about ?

φ S γ( ̂[[S]] ) ⊆ φ
S

Pr[[[S]] ⊆ φ] ≥ 1 −
(1 − ε)n

ε

Theorem. If every intended meaning of  has 
probability  under the agent, then 

S
≥ ϵ

e.g., ϵ = 0.1, n = 60 : ≥ 98 %



• Proposed static analysis for natural-language specs 

• “Programs” are becoming specs. Static analysis should 
target specs as well as code.  

• Proposed a simple approach: sample, analyze, join.  

• Statistical soundness under some assumptions.   

• Open questions: what properties of specs to analyze? how 
to determine the right abstract domain for specs, how to 
effectively analyze multiple programs? …

Summary

8

Thank you


